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Abstract

Surrogate-based optimization (SBO) provides an interesting alternative to conventional aerodynamic shape optimization methods.
By shifting the optimization burden to a cheap and yet reasonably accurate surrogate model, the design cost can be substantially
reduced. SBO methods exploiting physically-based surrogates can be particularly efficient because underlying low-fidelity models
embed some knowledge about the system under consideration (e.g., by sharing the simulation tools with the high-fidelity models) so
that good accuracy and even better generalization capability can be obtained through a correction based on a very limited number of
high-fidelity model samples. The major open problem here is the proper selection of the low-fidelity model. The type of
simplifications made to construct the model, as well as its level of accuracy (e.g., mesh density) may be crucial for the algorithm
performance both in terms of the quality of the final design and the computational cost of the design process. Here, we investigate
this trade-off using space mapping (SM) as an exemplary SBO technique and two-dimensional airfoil shape optimization as a
representative design problem. Both lift maximization and drag minimization test cases are considered.
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1. Introduction

In surrogate-based optimization (SBO) [1-3], the design process is accelerated by utilizing a computationally
cheap surrogate model in lieu of an expensive and accurate simulation model. Typically, the surrogate models are
constructed using a sampling plan (i.e., design of experiments [1]) and nonlinear regression using, e.g., low-order
polynomials [1], kriging [2], or support vector regression [2]. These approximation models are called functional
surrogates and they are widely used in both academia and the industry [1,2]. Although they are easy to setup and
cheap to evaluate, considerable sampling of the expensive simulation model is required to achieve a desired
accuracy. Consequently, the computational cost grows exponentially with the size of the design space [2].

Variable-fidelity SBO (also referred to as multi-fidelity SBO) uses low-fidelity models and suitable correction
techniques to construct the surrogates [3]. The low-fidelity models can be simplified physics models [4],
computational models with varying level of accuracy (e.g., coarse mesh computational fluid dynamics (CFD)
models [5], or CFD models with varying level of convergence criteria [6]), or a combination of the aforementioned
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models [7]. The techniques employing CFD models of varying level of accuracy and convergence criteria are called
variable-resolution SBO [7]. Numerous correction techniques are available, including simple response correction
methods (both additive and multiplicative, see, e.g., [5]), space mapping (SM) [8,9], and shape-preserving response
prediction (SPRP) [7,10].

Compared to SBO with functional surrogates, variable-fidelity optimization techniques can yield significant
savings in computational cost, as the number of calls to the expensive simulation model is reduced, see, e.g.,
[5,7,11,12]. However, there are several challenges involved, some of which still remain unresolved. One of them is
an appropriate selection of the type of the low-fidelity model to be used in the SBO process. This includes choosing
the way the physical description of the system is to be simplified, which phenomena are left out, what type of
governing equations are going to be used. In variable-resolution SBO, selection of a suitable mesh density for the
low-fidelity CFD model is not clear. Both the model type and its resolution may affect the computational cost of the
optimization process and its performance. While it is intuitively clear that the use of the higher-resolution model
should generally improve the algorithm performance in terms of reducing the number of iterations necessary to find
a satisfactory design, it is not clear how it would affect the overall design cost because “better” low-fidelity models
tend to be more expensive.

In this paper, we will consider aerodynamic shape optimization using variable-resolution SBO, i.e., the low-
fidelity CFD models are of varying levels of both mesh density and flow solver convergence criteria. We study the
effect of the mesh density on the optimization process in terms of its computational cost and robustness. In
particular, we consider the design of transonic airfoils for maximum lift, subject to drag and cross-sectional area
constraints. Several optimization studies are carried out with low-fidelity CFD models of varying mesh resolution
and the computational cost is compared.

2. Airfoil Computational Fluid Dynamics Model

In this section, we describe the airfoil model. In particular, the airfoil shape parameterization, the high-fidelity
CFD model, and the calculation of the acrodynamic forces.

2.1. Shape Parameterization

In the NACA four-digit parameterization method [13] the airfoil shape is defined by three parameters: m (the
maximum ordinate of the mean camberline as a fraction of chord), p (the chordwise position of the maximum
ordinate) and #/c (the maximum thickness-to-chord ratio). The airfoils are denoted as NACA mpxx, where xx is the
maximum thickness-to-chord ratio, #/c. The design variable vector for this parameterization can be written as

x=[mpt/]". )

The airfoils are constructed by combining a thickness function z,(x/c) with a mean camber line function z.(x/c).
The x/c- and z/c-coordinates are [13]

(x/¢), =(x/)F(z,/c)sinb, (z/c),; =(z./c)£(z,/c) cost 2)

where « and / refer to the upper and lower surfaces, respectively, z,(x/c) is the thickness function, z.(x/c) is the mean

camber line function, and
0 = tan"l| LE/9) 3)
d(x/c)

is the mean camber line slope. The NACA four-digit thickness distribution is given by
(z,/¢) = tay(x/ ) —ay(x/c)—ay(x/ ) +ay(x/c)* —ay(x/ )Y, 4)

where ay = 1.4845, a; = 0.6300, a, = 1.7580, a; = 1.4215, a, = 0.5075, and ¢ is the maximum thickness.
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Fig. 1. Shown are three different NACA four-digit airfoil sections: NACA 0012 (m =0, p =0, #/c = 0.12), NACA 2412 (m = 0.02, p= 0.4, t/c =
0.12), and NACA 4608 (m =0.04, p = 0.6, t/c = 0.08).

The mean camber line is given by

(/) =5 @p(x/ )~ (x/¢)*), (x/ ) < s (zc/c)=1L)2(1—2p+2p<x/c>—<x/c>2>, @/e)zp. (5)
p

Three example NACA four-digit airfoils are shown in Fig. 1.

2.2. High-Fidelity CFD Model

The flow is assumed to be steady, inviscid, and adiabatic with no body forces. The compressible Euler equations
are taken to be the governing fluid flow equations. The solution domain boundaries are placed at 25 chord lengths in
front of the airfoil, 50 chord lengths behind it, and 25 chord lengths above and below it (Fig. 2a). The computational
meshes are of structured curvilinear body-fitted C-topology with elements clustering around the airfoil and growing
in size with distance from the airfoil surface. The computer code ICEM CFD [14] is used for the mesh generation.
The free-stream Mach number, static pressure, and angle of attack are prescribed at the farfield boundary.

Numerical fluid flow simulations are performed using the computer code FLUENT [15]. The flow solver is of
implicit density-based formulation and the inviscid fluxes are calculated by an upwind-biased second-order spatially
accurate Roe flux scheme. Asymptotic convergence to a steady state solution is obtained for each case. The iterative
convergence of each solution is examined by monitoring the overall residual, which is the sum (over all the cells in
the computational domain) of the L* norm of all the governing equations solved in each cell. In addition to this, the
lift and drag forces (defined in Section 2.3) are monitored for convergence. The solution convergence criterion for
the high-fidelity model is the one that occurs first of the following: a maximum residual of 10, or a maximum
number of iterations of 1000.

T z Mean camber line 9

(2) (b)
Fig. 2. (a) A sketch of the computational domain; (b) Shown is the NACA 2412 airfoil section in the x-z plane with the free-stream of velocity V.,
at an angle of attack a. Section lift is denoted by / and section drag is denoted by d. The airfoil thickness distribution is #(x) and the airfoil chord
length is c¢. The pressure p acts normal to a surface panel element which is of length ds and at an angle Grelative to the x-axis.
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Fig. 3. Grid convergence study using the NACA 0012 airfoil at Mach number M,, = 0.75 and angle of attack a = 1°; (a) lift and drag coefficients
versus the number mesh cells, and (b) the simulation time versus the number of mesh cells.

A grid convergence study was performed using the NACA 0012 airfoil at Mach number M,, = 0.75 and angle of
attack o = 1°. The results are shown in Fig. 3. First the fine mesh was constructed. This is mesh number 2 in Fig. 3.
Then the mesh density was doubled in each direction to produce mesh number 1. The lift and drag coefficients
changed by less than one lift count (AC, = 107) and one drag count (AC,, = 10™), respectively. The remaining
meshes were generated by halving the mesh density in each direction. We conclude that the fine mesh (number 2) is
adequate, and 407,676 cells are needed for mesh convergence. We use that particular mesh for the high-fidelity
model, i.e., mesh number 2 in Fig. 3. The overall simulation time for the case considered with the fine mesh is
around 33 minutes (Fig. 3b). The solver reached a fully converged solution (maximum residual was less than 10) in
this case after 275 iterations. The solver was able to reach a fully converged solution in all cases, except the in very
last one, mesh number 7, where the solver ran for 1000 iterations.

2.3. Aerodynamic Forces

The non-dimensional force coefficients parallel to the x- and z-axes, C, and C,, respectively, are calculated by
integrating the pressure distribution C, over the surface of the airfoil as

Cx:§cpsin6ds, CZ=—§Cpcos€ds, (6)

where ds is the surface panel element of length and & is the angle the panel makes relative to the x-axis (Fig. 2b).
The lift coefficient C; and the wave drag coefficient C,, are calculated as

C, =—C,sina+C,cosa , Cy,=C,cosa+C,sinc . @)
3. Variable-Resolution Shape Optimization Using Space Mapping

In this paper, we select space mapping (SM) [8,9] as a representative variable-fidelity design optimization
methodology to study the relationship between the properties of the low-fidelity model and the performance of the
surrogate-based optimization process. In this section, we recall the formulation of the airfoil shape design problem,
as well as the fundamentals of the space mapping surrogate modeling and optimization. Numerical results are
provided in Section 4.

3.1. Problem Formulation

An airfoil shape design task can be formulated as a nonlinear minimization problem of the form
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x" =argmin H(f(x))> (3)

where x is a vector of designable parameters, /' is a high-fidelity airfoil model, typically representing aerodynamic
forces such as lift and drag, as well as other relevant data such as airfoil cross-section area 4; H is the objective
function. In this work, we have f{x) = [C;(x) Cy/x) A ,(x)]T, where C;yand C,pare (high-fidelity CFD-simulated) lift
and drag coefficients, whereas A, is an airfoil cross-sectional area. In the case of lift maximization, we have
H(fix)) = 1/C,;(x). For drag minimization, the objective function would take the form H(f{x)) = C,(x). The design
constraints are denoted C(f(x)) = [ci(fix)) ... ci(fix))]. For lift maximization one may have has two nonlinear
inequality constraints for drag and area, c¢,(f{x)) < 0 with ¢(f{x)) = Cy(x) — Cymax, and c(fix)) < 0 with c(f(x)) = —
A/(x) + Amin~

3.2. Space Mapping Basics

A generic space mapping algorithm produces a sequence x”, i = 0, 1, ..., of approximate solutions to (8) (here,
x? is the initial design) as

x*Y = argmin H (s" (x)) » )

where s7(x) = [C,2(x) Cu,(x) 4,2(x)]" is a surrogate model at iteration i. The surrogate model is a composition of
the low-fidelity model and simple, usually linear, transformations (or mappings) [9]. The generic SM surrogate
model can be written as s(x,p), where p represents model parameters. The surrogate at iteration i is then

sP(x)=s(x, p) > (10)

with the parameters p® determined through so-called parameter extraction (PE) process [8] to minimize
misalignment between the surrogate and the high-fidelity model at some or all previous iterations points, where the
high-fidelity data is already available. Parameter extraction is, in general, solved as a nonlinear minimization
problem of the form

PO =argmin Y w, || () =s(x p) P> an

where w;; are weighting factors determining the influence of previous iteration points on the SM model parameters.
Two popular setups are w;; = 1 for all i and k, and w;;, = 1 for k =i and w;; = 0 for k # i. In the latter case, the model
only depends on the most recent SM iteration.

Examples of SM surrogate models include input SM, where s(x,p) = s(x,q) = c(x + q) (parameter shift) or s(x,p) =
s(x,B,q) = c¢(Bx + q) (parameter shift and scaling), output SM, with s(x,p) = s(x,4) = Ac(x) (multiplicative response
correction) or s(x,p) = s(x,d) = c(x) + d (additive response correction), and a few others such as implicit SM [16] and
frequency SM.

3.3. Low-Fidelity CFD Models

The low-fidelity CFD models are constructed in the same way as the high-fidelity CFD model, but with a coarser
computational mesh and relaxed convergence criteria. In this study, we use meshes number 3 to 7 in Fig. 3 for the
low-fidelity models. The flow solution histories of the low-fidelity models indicate that the lift and drag coefficients
are nearly converged after 80 to 100 iterations. An example flow solution history is shown in Fig. 4a. Based on this,
the maximum number of iterations is set to 100 for all the low-fidelity models. A comparison of the pressure
distributions, shown in Fig. 4b, indicates that the low-fidelity model, in spite of being based on much coarser mesh
and reduced flow solver iterations, captures the main features of the high-fidelity model pressure distribution quite
well. The biggest discrepancy in the distributions is around the shock on the upper surface, leading to an over
estimation of both lift and drag (Fig. 2a).



Leifur Leifsson et al. / Procedia Computer Science 9 (2012) 842 — 851 847

0.4

— High-fidelity ||

T T

| |
035F——|-H-------- -

| |

| |

| |

03F -

05Ff o~
0.25

0.2

Cl ’ de

0I5~ - -

0.1

0.05[ ~ - -l

Iterations x/c
(a) (®)
Fig. 4. Simulation results for NACA 0012 at Mach number M. = 0.75 and angle of attack a = 1°; (a) evolution of the lift and drag coefficients
obtained using the low-fidelity model with mesh number 5 in Fig. 3; (b) comparison of the pressure distributions obtained by the high- and low-
fidelity models (here the maximum flow iterations was set to 100).

The ratio of the overall simulation times of the high- and low-fidelity model in this case study ranged from about
4 up to around 60. However, when running the high-fidelity model for other airfoil shapes at different operating
conditions, the solver does not fully converge with respect to the residuals and goes on up to 1000 iterations. Then
the overall evaluation time of the high-fidelity model is much higher, and the ratio of simulation times of the high-
and low-fidelity models can exceed 250. Here, we investigate the relationship between the low-fidelity model
coarseness and the algorithm performance using five different low-fidelity model setups. In each case, for the sake
of simplicity, we assume a fixed ratio of the evaluation time between the high-fidelity and a given low-fidelity
model. The specific ratios are 22, 44, 80, 186, and 248.

3.4. Surrogate Model Construction

One of the problems with applying space mapping to airfoil design is that the low-fidelity CFD model is
relatively expensive. As mentioned in Section 3.3, the low-fidelity model of a 2D airfoil is only up to 150 times
faster than the high-fidelity one. As a result, the overhead related to PE and SO may be as large as 80 to 90 percent
of the overall cost. Although, even in this case space mapping would give certain speedup compared to conventional
optimization methods [17], the savings would not be very significant.

In order to overcome this problem, in this paper we focus on SM surrogate models that do not require costly
parameter extraction process, but rather use transformations whose parameters can be calculated analytically. This
approach basically excludes any manipulation on the design space (i.e., input-SM-like transformations). Instead, we
use both multiplicative and additive response correction. We want to use the following model

sO(x)= AV oc(x)+ D +4" =[a"C, () +d)" +q" a)C, (X)+d) +q; A, (12)

where ° denoted component-wise multiplication. Note that there is no need to map 4. because 4.(x) = 4(x) for all x.
Response correction parameters 4” and D are obtained as

(i) pi)7_ . i (Y Ao (k) 2, 13
[47. D] =argmin > || /(xV) = Aec(x®)+ D (13)

i.e., the response scaling is supposed to (globally) improve the matching for all previous iteration points. The
additive response correction term ¢ is defined as

4% = F(xN)~[4? oc(xD)+ DVT, (14)
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Fig. 5. The effect of output SM (13) on the low- and high-fidelity model alignment: (a) high- (o) and low-fidelity (1) lift coefficient for selected
airfoil geometries; (b) high- (0) and output-SM-aligned low-fidelity () lift coefficient for corresponding geometries; (c) — the same as (a) but for
drag coefficient; (d) — the same as (b) but for drag coefficient. The model misalignment is greatly reduced by applying both multiplicative and
additive output SM. The alignment is further improved by supplemental local additive output SM term ¢ (cf. (14)).

i.e., it ensures perfect matching between the surrogate and the high-fidelity model at the current design x, s”(x"") =
Aix'") (so-called zero-order consistency[5]).

Both A”, D and ¢ can be calculated analytically so that there is no need to carry out nonlinear-minimization-
like PE process (11). The term ¢ can be calculated using (14). Terms A" and D can be obtained as

a(i) a(i)
{ df(,.)} =(c/c)'CF, { d‘j,.)} =(C}c,)'CIF, (15)
! d
where
" T r . T
c - G Cu(x) - G Fo| G G e G () (16)
: 1 | ’ Lo 1 1
. T r - T
Cdz{cdc(x(o}) C(x?) - Cd»c(xm)} F,= CdA/(x(O)) CdA/(x“)) Cd»f(x(l))} (17)
1 1 1 ’ 1 1 1

which is a least-square optimal solution to the linear regression problem Ca"+d”=F, and Cya,’ +d,"=F,
equivalent to (13). Note that the matrices C;'C; and C,/C, are non-singular for i > 1. For i = 1 only the multiplicative
correction with 4”” components are used, which can be calculated in a similar way.

Figure 5 shows c(x) and f{x) at a few randomly selected airfoil geometries, as well as Ao.c(x) + D calculated
using (13). Note that output SM is capable to substantially reduce misalignment between the surrogate and high-
fidelity model responses. The supplemental additive output SM term ¢ is only applied locally as in (14) to further
improve surrogate model accuracy in the vicinity of the current design.

4. Numerical Study

The objective of this numerical study is to investigate the effects of the low-fidelity mesh density on the
performance of variable-resolution shape optimization. We consider both airfoil lift maximization and drag
minimization at transonic flow conditions. In this section, we describe the general setup of the case studies and
discuss the results.
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4.1. General Setup

The variable-resolution shape optimization method with space mapping described in Section 3 is utilized. The
surrogate model optimization is performed using a pattern-search algorithm [18], which is a derivative-free method.
The termination condition for the algorithm is | — x| < 107, The airfoil shapes are parameterized using the
NACA 4-digit method, described in Section 2.1, with three design variables, x = [m p t/c]T , where the chord is set to
¢ = 1. The high-fidelity CFD model is described in Section 2.2 and the low-fidelity CFD models in Section 3.3. The
surrogate models are constructed using space mapping, described in Section 3.4.

We consider two design cases. One case of lift maximization and one of drag minimization. Details of the test
cases and optimization results are given in Table 1. The bounds on the design variables are set as 0 <m < 0.1, 0.2 <
p £0.8, and 0.05 <t#/c <0.2. Here, the low-fidelity models are denoted by numbers from 1 to 5. Low-fidelity model
1 uses mesh number 3 in Fig. 3, low-fidelity model 2 uses mesh number 4, and so forth up to low-fidelity model 5,
which uses mesh number 7. The time evaluation ratios between high- and a given low-fidelity model are 22 (for the
low-fidelity model 1), 43 (model 2), 80 (model 3), 186 (model 4), and 248 (model 5). While in practice the ratio
may vary from one design to another, we use fixed values that are typical for a specific mesh setup.

4.2. Results

The optimization results for both cases are shown in Table 1, as well as in Fig. 6. In this study, we are mostly
concerned about the computational cost of the design process. As expected, the algorithm working with the finer
low-fidelity models generally requires smaller number of iterations (as the surrogate is more accurate). On the other
hand, each iteration is more expensive because of the higher evaluation cost of the low-fidelity model itself. The
cost of each iteration is lower for coarser low-fidelity model, however, larger number of iterations is necessary for
the algorithm to converge. Moreover, the algorithm may have problems in finding a satisfactory design either
because of the low-fidelity model inaccuracy or because the CFD simulation fails for certain designs considered
during the optimization run (which is what happed for the low-fidelity model 5 in Case 2).

Table 1. Numerical results of lift maximization (Case 1) and drag minimization (Case 2) for five different low-fidelity models of varying mesh
density. The lift coefficient values are given in lift counts (AC; = 107, and the drag coefficient values in drag counts (AC, = 10™*). N, and N, are
the number of low- and high-fidelity model evaluations, respectively. The total optimization cost is expressed in the equivalent number of high-
fidelity model evaluations. All the numerical values are from the high-fidelity model.

Case 1 (Lift maximization)

Variables M., =0.75, a=1°, Cypax = 41 dc, A= 0.065
Initial LF 1 LF2 LF3 LF 4 LF5
m 0.02 0.0090 0.0090 0.0090 0.0090 0.0113
P 0.40 0.6119 0.6333 0.7185 0.7165 0.6111
t/c 0.10 0.1019 0.1014 0.0979 0.0980 0.0947
C (le) 66.01 46.38 47.12 50.82 50.66 52.40
Ca, (dc) 166.55 40.99 41.00 40.95 40.91 39.98
A 0.0674 0.0686 0.0683 0.0659 0.0660 0.0638
N, - 300 500 400 550 750
Ny - 6 10 8 11 15
Time ratio - 22 44 80 186 248
Total cost — <20 <22 13 <14 <19
Case 2 (Drag minimization)
Variables M.,=0.75, a=1° C;, = 50 lc, A = 0.065
Initial LF 1 LF2 LF3 LF4 LF 5°
m 0.01 0.0149 0.0141 0.0150 0.0138 -
P 0.50 0.5400 0.5815 0.5296 0.5941 -
t/c 0.12 0.0963 0.0963 0.0963 0.0958 -
Ci (le) 33.29 49.98 49.98 49.97 49.72 -
Ca (dc) 182.34 154.75 139.68 158.65 131.46 -
A 0.0808 0.0648 0.0648 0.0648 0.0645 -
N. - 300 550 300 700 -
Ny - 6 11 6 14 -
Time ratio - 22 44 80 186 -
Total cost <20 <24 <10 <18 -

# The flow solver failed for the low-fidelity model.
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Fig. 6. Total design cost versus mesh density of the low-fidelity model for design cases 1 and 2. Shown are results from the five different low-
fidelity models. The algorithm working with the low-fidelity model 3 exhibits the lowest computational cost for both test cases.

Thus, the numerical results generally confirm common-sense expectations. It seems that using the middle-fidelity
models (such as model 3) could be the most beneficial. While the overall trend is quite consistent for lower-fidelity
models (increase of the design cost and lack of reliability for the coarsest models), one can also observe some
fluctuations for higher-fidelity models. In order to formulate more definite recommendations, more comprehensive
study seems to be necessary with the algorithm performance averaged over the large number of test cases. This will
be the subject of the future work.

5. Conclusions

Investigation of the relationship between the low-fidelity model coarseness and the performance of the surrogate-
based shape optimization algorithm has been carried out. The results obtained for five models of increasing mesh
density and for two different test cases (lift maximization and drag minimization) generally confirm common sense
expectations. The algorithm working with the higher-fidelity models require smaller number of iterations to
converge, however, each iteration is more expensive than in the case of the lower-fidelity models. On the other
hand, using lower-fidelity models is associated with the risk of the algorithm failure, either because of the model
inaccuracy or because the possibility of divergence of the corresponding CFD simulation. Middle-fidelity models
appear to be the preferred choice, however, this should be further confirmed by more comprehensive numerical
study. The future work will also include similar investigation for other surrogate-based optimization techniques.
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